VISION-LANGUAGE MODELS TEMPORAL REASONING BENCHMARK

Time Blindness.

Why Video-Language Models can't see what humans can.
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Ol THE QUESTION O5 THREE STIMULUS FAMILIES 07 THE 0% WALL

It a video carries informationonly in how frames change over time — and each trame is pure noise — can MODEL PARAMS DIRECT
today's Video-VLMs see it? Human — 98.0 + 0.6 —
Nature already does this. Fireflies communicate through flash sequences, EEG pathologies emerge from temporal OPEN-SOURCE VIDEO-VLMS
patterns, Morse code carries language without spatial form. Yet modern video understanding pipelines extract g; VideoLLaMA3 / TimeChat 7B 00 0.0
frame features first and treat time as an afterthought. '
InternVL2.5 78B 0.0 0.0
02 THE SPATIAL-RELIANCE GAP I errAfidans B - . .
, Qwen2.5-VL 72B 0.0 0.0
Spatial Features TEXT - 46.6% OBJECT IMAGES - 40.8% DYNAMIC SCENES - 12.6%
Strong Focus Words encoded as opposing-motion SAM2 silhouettes of generated objects. Depth maps from LaSOT / OTB2015. 57 Qwen3- VL SB 0.0 0.0
, . ® Object & Classes noise. 210 videos. 184 videos. videos. CLOSED-SOURCE FRONTIER
Video Input Frame Sampling Visual Encoder ® Scene Layouts Language
Time ¢  Temporal Information Loss Spatial Bias ® Model Each frame is noise. Content emerges only when played — content-mask animation for text/objects, threshold-gated motion for GPT-40 — 0.0 0.0
m—) — —— — depth scenes. Gemini 2.5 Pro / 2.0 Flash — 0.0 0.0
*. Temporal Features R, A
%’A Weak Focus R T — 06 HOW THE SIGNAL HIDES IN TIME Full table (25+ models) in paper. Failure is invariant to size, family, and prompting strategy.
Motion patterns - o o | 08 1T°S ARCHITECTURAL — NOT DATA, NOT PROMPTING
Event Causality Key Principle: Opposing Noise Movement Animation States: Moving vs. Paused

o Fine-tuning fails. InternVL2.5-8B & Qwen2-VL-7B on 400 videos x 30 epochs — still 0%.

Frame sampling discards time. Visual encoders bias toward spatial features (objects, layouts); temporal features (motion, Content Mask (?dackgrgun:/:?i:t; F?;negrousglr?:;ae Moving (Content Visible) Paused (Content Disappears) ' . X
. . - ext, Object, Shape oves Dow t oves e . n; n___
causality) stay under-represented — opening the coherence gap (x) we exploit. TS Shines Sheee ’ sackaround -oreground sackarount orearound o VJEPA-2 & DINOv3 can't even overfit "is there content loss saturates at chance.
J' Vlr wlr H N H B x B B B o Explicit motion cues unlock it. Overlaying Farneback motion boundaries lifts Qwen2-VL-7B — 51.5% and GPT-40 —

03 SPOOKYBENCH — TIME-ONLY STIMULI

Content Mask

Background Noise

Foreground Noise

p 59.1%.

Diagnosis: Today's VLMs lack a mechanism for frame differencing / temporal integration. The information is
l:—:.E. computationally extractable — it just never reaches the language model.
No motion = No content

Down/Rightv ) ( AUp/Leﬁ %
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Brain groups pixels by motion direction
Content becomes visible

A synthetic benchmark where each frame is pure noise and the content emerges only from how the noise
moves.

e 451 videos - 960x540 - avg 71 s - ~333 frames
o 3 categories: Text (46.6%), Object Images (40.8%), Dynamic Scenes (12.6%)
o Opposing-motion noise for text/images; threshold-gated motion for depth videos

09 TAKE-AWAYS

o "Time-blindness" is a robust, architecture-level failure of every modern Video-VLM.

o Generator releases an indefinitely extendable dataset

Brain Perceives Content Through Motion Brain groups motion — Content becomes visible

o Future models need dedicated temporal pathways — distributed timing, motion-energy estimation, motion-
based figure-ground.

Opposing motion is the trick. A content mask drives foreground noise up and background noise down. The human visual system
groups co-moving pixels (Gestalt common fate) and the content emerges — only while the video plays. Pause it, every frame
looks like static.

(%4 FRAMES CARRY NOTHING e SpookyBench + generator released to catalyze this direction.

BASIC SNR PERCEPTUAL TEMP. COH. MOTION C.

CATEGORY

10 WHAT UNLOCKS IT

Images -46.95 -47.28 3.00 /7
Dynamic Scenes -48.95 -63.43 21.91 -3.18 Lop f;’;‘;f:;f:jij;j'g_gi’B) Pre-compute motion boundaries with classical optical flow, overlay them on the noisy frames, and the same models
» Dynamic scene (threshold = 9.0 dB) I
Text -39.27 -49.18 7.84 8.26 _osl suddenly score in the 50s.
. . , , 5 Frames only ! 0.0
Read: Dynamic Scenes have the highest temporal coherence (21.9) yet near-zero motion contrast — the regime S 06/ SNR THRESHOLD - STEP FUNCTION Owen2-VL-7B s+ motion
current VLMs cannot exploit. 5 Detection is a step function. Below ~2.5 dB SNR, accuracy is R 51.5
E el ~0%: above, it jumps to =85%. Comparable thresholds: images at . ’ : 0.8
g BASIC SNR Ja\ PERCEPTUAL SNR A | 4 6.0 dB, dynamic scenes at 9.0 dB. il '
B Motion energy + frame variance. Weighted to human contrast sensitivity. 0.2 {‘ GPT-40 + motion 59 1
- :
TEMPORAL COHERENCE MOTION CONTRAST A o /] ]/ _ REELY
Motion vectors aligned over time. 44 Foreground vs background motion. 20 —is 10 5 5 : 10 5 Confirms the failure is architectural: temporal info is computationally extractable but VLMs can't reach it without spatial hand-
SNR (dB)

holding. Dynamic Scenes still hard (<3.5%).



